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Introduction 
Each year, more organizations are determining that e-mail is a mission-critical application that hosts an 

increasing share of intellectual property. With this reliance on e-mail services, the need for highly 

available systems where messaging services must be accessible at all times has become more apparent, 

and organizations are making significant investments in their messaging systems. Many organizations 

have come to the conclusion that redundancy is the only reliable way to keep e-mail services 

continuously available to their users. Exchange Server 2007 includes numerous high availability options 

that provide continuity of service and redundancy to help ensure messaging services are always up and 

operational. 

Two goals are prevalent when discussing high availability for Microsoft® Exchange Server 2007 mailbox 

servers: 

¶ Protection against loss of service  

¶ Protection against loss of data 

Previous versions of Exchange Server offered protection against the loss of service when clustering was 

implemented; services were able to fail over from one cluster node to the other. Missing, however, was 

the ability to protect against the loss of data, as only a single mailbox database instance existed with 

earlier clustering options. This left organizations with two options – they could either accept potential 

data loss, or they could cobble together a solution to help mitigate that loss using third-party products 

and solutions. Exchange Server 2007 natively protects organizations from loss of data and loss of 

services. 

Loss of service can encompass many things, including the inability to access data or transfer data 

between users. Protecting against loss of service requires organizations to first consider what services 

they consider important to their ongoing success. Keeping services highly available requires 

organizations to examine the possible points of failure within the system, and implement solutions that 

mitigate these risks. Performing this type of evaluation allows organizations to determine what services 

need to be protected, and what options are available that can protect service availability. 

Loss of data can result from a database problem due to corruption or other critical failures, as well as 

from disaster recovery operations themselves, which are often unreliable, time-consuming, and a 

potential cause of service loss. Protecting against the loss of data requires organizations to eliminate 

single points of failure and ensure that more than one copy of critical data is available. By taking these 

steps, organizations protect their interests and their valuable intellectual property. 

Exchange Server 2007 provides several solutions to address one or both of these goals. Single copy 

clustering (SCC) protects against some failure cases and provides failover clustering between multiple 

nodes that use shared storage for the Exchange databases. Local continuous replication (LCR) provides 

data protection and allows administrators to create a second storage group copy on a single Exchange 

Server 2007 instance; this provides for fast recovery in cases where the primary storage group becomes 

unavailable while the server itself is still online. Standby continuous replication (SCR) provides remote 



data protection and uses a secondary server, usually in a separate geographical location, to host a 

passive copy of a storage group that can be manually brought online in the case of a site (or other) 

failure. The most interesting clustering option for Exchange Server 2007 is cluster continuous replication 

(CCR), which protects against many different types of failures and provides data protection using 

asynchronous log file shipping to create a second copy of Exchange databases on a separate physical 

cluster node. 

While Exchange Server 2007 natively offers a plethora of high availability options, many additional 

solutions are offered by third-party vendors, often based on offerings from storage area network (SAN) 

providers; these offerings focus on enhancing SCC, which does not natively provide the advantages of 

CCR. These products from companies with an interest in SAN technology are often marketed as simple, 

out-of-the-box solutions to highly complex problems. However, many high availability solutions based 

upon SAN technology are actually quite complicated and do not offer the same return on investment 

(ROI) as seen with the native high availability capabilities of continuous clustering options in Exchange 

Server 2007.  

What organizations really want is reliability, dependability, and protection for their Exchange Server 

2007-related data, all at reasonable cost. The best way to provide this is by implementing CCR, which 

not only protects against hardware failure on a server node, but also protects the data itself.  

Single Copy Clustering and Cluster Continuous Replication Overview 
The first foray into clustering for Microsoft Windows®-based servers, code-named and commonly known 

as “Wolfpack”, was released in 1997 with the official moniker of Microsoft Cluster Service (MSCS). MSCS 

clusters use two linked server nodes to provide failover services to applications running on Windows. 

MSCS clusters are the basis for single copy clustering (SCC) in the Exchange arena today. Since their 

introduction, MSCS clusters have not changed much with regard to the services they provide to 

Exchange Server environments. Some changes of note were introduced for SCC with Exchange Server 

2007: 

¶ Improved setup experience—setup for SCC is now more similar to that of a standard mailbox 

server, and no additional tasks using the Cluster Administrator management console are 

required after installation. 

¶ Improved management experience—management options, such as restarting services, are now 

integrated into the Exchange Management Console (EMC); the Cluster Administrator 

management console is no longer required for many tasks. 

¶ Optimized default settings—optimal settings for most organizations are now integrated into the 

default installation for SCC clusters, alleviating the need for administrators to perform numerous 

system modifications after installation. 



Figure 1 shows a two-node, active-passive cluster that provides a failover SCC configuration. (While up 

to eight total server nodes are supported, one active node and one passive node is the most-often seen 

configuration.) While Exchange Server 2007 SCC does offer some improvements over earlier Exchange 

Server clustering options, the roots of SCC are still mired in the first version of Exchange clustering, 

which is no longer the most effective method of achieving high availability for e-mail services.  

SCC uses shared storage to host the mailbox databases—each SCC implementation manages a single 

copy of the storage groups. As a result, there is only one instance of each information store database 

when using SCC. Server configuration does have restrictions when using SCC: each clustered node must 

use the same operating system, have the same drive letters configured for the boot and system files, 

and must have the same Windows path.  

CCR was introduced with Exchange Server 2007 to provide a true high availability clustering solution, as 

opposed to the outdated failover clustering that had been offered in prior versions of Exchange Server 

(and continues to be offered with SCC). CCR has many advantages over SCC, of which the most 

prominent is the elimination of critical single points of failure that exist with SCC.  

The standard configuration for CCR implementations is shown in Figure 2. 

Figure 1: SCC Standard Configuration 



 

Figure 2: CCR Standard Configuration 

CCR hosts two copies of each storage group, one on the active node, and a second copy on the passive 

node of the cluster. This enables quick, near-lossless failover between the cluster nodes and provides 

true high availability services. While both nodes need to be able to provide messaging services to all of 

the mailboxes located in the cluster, the servers do not need to have identical specifications. This 

provides significant flexibility over SCC, where both server nodes must be hosted on identical hardware.  

Comparing Single Copy Clustering and Continuous Cluster Replication  
SCC and CCR are the two most widely deployed clustering options for Exchange Server. When an 

organization faces the challenge of deciding which solution to select, they should carefully consider the 

very different levels of service and protection each option provides.   

Large Mailbox Support 
Back in the late 1990s and early 2000s, mailbox sizes were often limited to 50 MB. More commonly 

today, mailboxes tend to be capped at 100 MB or more. Users often question this practice, as many e-

mail service providers offer much more storage—Windows Live™, Microsoft Hotmail® Web-based e-mail 

services, and Google Gmail offer 5 GB of storage to users for no direct cost. When users are constrained 

by internal storage limits, both productivity and morale can suffer. With a gigabyte of disk space 

generally costing less than 25 cents, there are now few excuses for not providing users with the large 

mailbox quotas they need. 

Traditionally, when users reach their mailbox size limit, they either spend a few hours moving data to a 

PST file or they beg the help desk or a friend in IT for an increase in their mailbox size. However, 



important data does not belong in PST files, as PST files are portable and difficult keep secure. They are 

also stored on local computers (which are rarely backed up and difficult to manage). While begging IT 

for a storage increase may be a more effective solution than resorting to a PST, it certainly doesn’t scale. 

Users should not have to resort to these types of actions—not when disk space is cheap, labor is costly, 

and every second of productivity matters to businesses. 

One of the primary reasons organizations maintain small mailbox size limits is the limited backup and 

recovery window. For years, best practices dictated that the Exchange mailbox databases be limited to 

50 GB in size so they could be restored within a reasonable amount of time. Organizations using SCC 

must still restrict database sizes for this reason.   While organizations can mitigate this problem by 

deploying a larger number of smaller databases with the support for up to five databases in Exchange 

Server 2007 Standard Edition and up to 50 databases in Enterprise Edition, the burden of managing 

backups for large amounts of data remains an obstacle. With CCR, backups can be performed off the 

passive copy, significantly reducing, if not eliminating, the need for a backup window. In addition, with 

CCR, service plus data recovery takes no more time for a large database than for a small one. Failing 

over to the passive node with its passive database copies takes about 2 minutes, regardless of the size of 

the databases. 

Another reason organizations have enforced small mailbox limits is because the SAN storage commonly 

used is so expensive, making large mailboxes cost prohibitive.  In addition, if synchronous replication is 

deployed to reduce the reliance on backups, the cost of already expensive storage is doubled.   Because 

CCR is designed to run on cheaper DAS storage, the storage costs of large mailboxes with a second 

replicated copy are no longer an impediment.  

Large mailboxes provide several advantages to users: 

¶ Important messaging data is stored in one location. 

¶ Time spent on mailbox maintenance is reduced. 

¶ Improved search is available from both PC and mobile devices.  

¶ Productivity is improved from any location and from any client. 

Administrators will also find advantages when deploying large mailboxes: 

¶ Help desk calls and time spent on user support are reduced. 

¶ PST files and the associated risks are eliminated. 

¶ High capacity disks are fully utilized. 

¶ Stubbing is eliminated when using e-mail archiving products. 

Today, organizations using CCR give their users large mailboxes. They can rely on the replicated 

database copy and fast VSS backups taken from the passive copy to address the concerns of data 

availability and protection for large amounts of data. While organizations using SCC find it difficult to 

give their users large mailboxes, organizations using CCR can satisfy the need for larger mailboxes while 

ensuring critical SLAs are met.  



The Microsoft white paper Planning for Large Mailboxes with Exchange Server 2007 contains additional 

information on large mailbox support. 

Points of Failure 
The most effective high availability solutions have no single points of failure. The critical point of failure 

for SCC is the shared storage and the single copy of the mailbox databases with SCC.  While SCC 

attempts to provide a resilient solution, even relatively resilient solutions experience power outages, 

sabotage, fires, water sprinklers, and natural disasters. If something happens to the mailbox databases, 

there is no way to fail over to another database instance with SCC. With CCR, you can fail over to the 

second copy of the databases and keep running.  

Because of the reliance on shared storage with SCC, problems with a mailbox database (such as 

corruption or physical or logical disk failures) or the storage subsystem affect both cluster nodes in SCC 

implementations.  Consequently, failures can result in long outages and catastrophic data loss. Human 

error, multiple simultaneous disk failures, and failures during firmware updates have all been known to 

cause major service outages. SCC primarily provides value in the following scenarios:   taking a server 

down for maintenance, applying patches or updates, and recovering from a physical machine failure, 

such as a bluescreen (one of the easiest problems from which to recover).   

CCR eliminates the single point of failure in the shared storage model used by SCC, and provides levels of 

data redundancy and service availability that SCC cannot achieve out of the box. 

Database Replication 
In Exchange Server, critical data is stored in the mailbox databases. While other server roles are 

important, the integrity of the mailbox server is vital to an Exchange Server organization. Without 

mailbox data, the surrounding infrastructure is of little use. Keeping the databases protected is vital, and 

as discussed above, one of the best ways to protect them is to ensure that there is more than one copy 

of each database.  

Replication Overview 

The essential idea of data replication is simple—data is written to more than one target to ensure 

additional copies of the data exist. This seemingly simple process actually involves complex operations 

and relies upon multiple components, including the network, hardware, and application layers of the 

OSI model.  

Two types of replication are seen when discussing high availability for Exchange Server 2007, 

synchronous and asynchronous.  

¶ Synchronous replication guarantees that a write has been performed on both the primary and 

secondary copies before the write operation is considered complete. This ensures that either 

both copies have the write or neither copy has the write at the time that the write operation is 

complete. 

http://technet.microsoft.com/en-us/library/cc671168(EXCHG.80).aspx


¶ Asynchronous replication treats a write operation as complete when it is complete on the 

primary copy only. Writes to the secondary copies are treated as separate operations and 

complete on their own schedule. 

Synchronous Replication 

With synchronous replication, all write operations must be committed to all targets before a write 

acknowledgement is sent to Exchange Server. This requirement is not ideal for write-intensive 

applications, and is one of the reasons Exchange Server 2007 does not natively use synchronous 

replication.   

Numerous issues may arise when synchronous replication is used. Physical corruption either generated 

higher up the stack or in the storage subsystem can be replicated to the target. Because storage-based 

synchronous replication solutions generally guarantee to write to the target copy exactly what they 

wrote to the source copy, these solutions do not produce two independent data copies. The target is 

not completely immune to physical corruption on the source so a loss of the source can mean a loss of 

data on both cluster nodes. 

With synchronous replication, only one live copy of each mailbox database exists, and backups must run 

against that live database, which reduces server performance during the backup window. In contrast, 

CCR can run backups against the passive cluster node and its database copy with no impact on ongoing 

operations against the active database copy. 

Data replication solutions that are not application-specific, including those that use disk-based 

synchronous replication, are not the best solution to use with Exchange Server 2007, as these solutions 

generally do not understand the data they are replicating and therefore are unable to detect or prevent 

database corruption.  

Asynchronous Replication 

With asynchronous replication, the host does not wait for acknowledgement that a write operation has 

been written to the storage subsystem of a replication target prior to proceeding with the next write 

operation. Exchange Server 2007 natively uses asynchronous replication to provide data redundancy.  

Many third-party data replication solutions use their own asynchronous replication schemes. The use of 

asynchronous replication products from third-party vendors is not supported by Microsoft, as noted in 

Microsoft knowledge base article 895847, because these products touch the live mailbox databases. The 

native asynchronous replication used in CCR is supported because a log file is not transferred to the 

passive node until it has been closed by the active node. 

The methodology used by third-party asynchronous replication products is particularly dangerous for 

the integrity of the transactional databases in Exchange Server, where the ACID transaction properties 

must be followed: 

¶ Atomic—either all operations occur, or none occur 

¶ Consistent—the database is transformed from one correct state to another 

http://support.microsoft.com/kb/895847


¶ Isolated—changes are not visible until they are committed 

¶ Durable—committed transactions are preserved in the database even if the system crashes 

CCR uses asynchronous replication to keep both the active and passive cluster nodes up to date. Unlike 

synchronous replication, in which physical corruption can be replicated to the second copy, 

asynchronous replication with CCR maintains two independent data copies. The code path and process 

that update the active copy is completely different from those that update the passive copy. In addition, 

CCR inspects replicated data before playing a transaction log into the passive copy, so corruption can be 

detected before the database copy is affected. 

The potential for losing data is much lower with CCR than with other solutions, synchronous or 

asynchronous. Because CCR uses log shipping to keep all database copies up to date, the only items that 

have the potential for loss are non e-mail items that do not pass through a hub transport server. These 

include contacts, tasks, appointments, and drafts –items that are easy to recreate, typically comprise a 

much smaller portion of messaging activity, and would have to be saved and closed at the exact 

moment that a failover occurred in order to be lost. Given the investment required to design, buy, 

deploy, and operate an alternative solution comprised of many heterogeneous third-party products, the 

native replication capabilities of CCR are very cost-effective protection for critical data.  

The Continuous Replication Deep Dive White Paper from Microsoft contains more detailed information 

about the asynchronous replication used by Exchange Server 2007. 

SCC and Storage Replication 

With Exchange Server 2007 SCC and earlier versions, organizations often had to think outside the box in 

order to provide additional protection for their Exchange databases. Organizations needed to find ways 

to duplicate their messaging data. Because many organizations had made heavy investments in SAN 

technology and SAN replication products were widely available, they chose to use the SAN for storage 

and implement SAN-based replication to create secondary database copies.  

While clustering is used to reduce single points of failure within a messaging system, the SAN storage, 

ironically, is in itself a single point of failure. Even though most SANs attempt to build in as much 

resiliency as possible, SANs should not be used to replace high availability solutions employing 

redundancy.  

In order to get the same level of protection from SCC that comes built into CCR, SAN-based solutions 

have to add additional services:  

¶ Replication that creates and maintains a second current copy of messaging data on separate 

isolated storage. Activating this second copy of data is complex when compared to the 

automatic resumption of services provided by CCR. 

¶ Two cloned copies of the data residing on the primary (Volume Shadow Copy Service (VSS) can 

produce these). In order to achieve the same recovery time as with CCR, these VSS clones must 

use RAID-10. 

http://technet.microsoft.com/en-us/library/cc535020.aspx


High availability offerings by SAN vendors often use the Volume Shadow Copy Service or a VSS-like 

snapshot technology to make two point-in-time database copies while the database remains online and 

fully operational. Two copies are needed so that one can always be available while a more current clone 

is being obtained. If a problem arises with the online database, the available clone can then be mounted 

in place of the failed database. This database copy must then be verified using ESEUTIL to ensure its 

integrity; this process is sometimes integrated into the solution.  

This type of solution requires manual intervention on the part of an administrator and does not provide 

additional flexibility over Exchange Server and CCR. There are no cost savings on hardware, as additional 

storage is still necessary. While the clone can be mounted on the server when a database failure occurs, 

service failures still need a second server to fail over to, and the clones take up storage space on disk. 

In order to create a second replicated copy of messaging data, a third server with its own storage is 

necessary. As a replication target, this third server is not able to continually verify the integrity of the 

data it hosts. As a result, the storage has to be disconnected from its replication source in order to 

separately run checks to verify the data; if these checks are not run, any issues with the data may not be 

detected until the data is needed for production use. 

In the final tally, in order to get the same level of protection with the same fast recovery time with SCC 

as with CCR, you need three servers, two sets of storage, and three additional copies of the data. CCR 

only needs two servers, two sets of storage, and one additional copy of the data. 

Another concern with application-agnostic SAN-based replication is the errors on the source disk that 

can be replicated to the target disk, thus perpetuating the problem and leaving administrators with not 

one, but two, corrupt database copies (as described in the Synchronous Replication section). Since 

generic replication products are Exchange-unaware and do not understand anything about the data they 

are replicating, they cannot continually validate the replicated data as part of the replication process. In 

contrast, CCR continually inspects each log file for corruption and issues can be immediately detected 

for both the source and target copies. CCR also detects issues with data when the transaction logs are 

played against the passive database. Since generic replication cannot automatically and continually 

validate the replicated copy, corruption or issues with that copy can go undetected until the time at 

which the primary online copy fails and the administrator attempts to mount the replicated copy.  

When both database copies are corrupt, it is often catastrophic. Administrators are faced with restoring 

a prior backup, whether VSS or a standard online backup, and then replaying log files to bring the 

database back to the latest possible state. This type of recovery operation can lead to a large amount of 

data loss – the amount of data that was generated between the last good backup and the time of the 

failure. The last good backup may not be the last backup taken, leading to a very wide data loss window. 

In addition, there are times when administrators who have deployed this type of solution are over-

confident regarding the deployed solution and do not regularly practice disaster recovery drills, which 

can lead to bad decisions and panic during recovery operations. In any situation, recovering a downed 

server can be a time-consuming process that leaves organizations without messaging services for an 

extended period of time. 



Adding a SAN-based, third-party high availability solution to Exchange Server 2007 often presents an 

additional issue, that of supportability. Microsoft Customer Service and Support (CSS) does not fully 

support many of the high availability solutions available, which can result in confusion during an outage 

and lead to additional frustration for Exchange administrators. Microsoft’s support policy for multi-site 

data replication schemes is outlined in Microsoft knowledge base article 895847. In cases where a 

solution is unsupported by Microsoft, the SAN vendor is responsible for guiding administrators through 

the recovery process; this can lead to more frustration, as SAN vendors do not typically offer the same 

level of Exchange-based knowledge as Microsoft. 

Organizations should reserve the use of a SAN for those products that do not have high availability 

features and really require them, instead of using expensive SAN resources for Exchange Server 2007, 

which has its own native high availability solutions. 

Recovery Time Objectives and Recovery Point Objectives 
Cluster continuous replication provides effective protection for organizations that wish to reduce both 

recovery time objectives (RTO) and recovery point objectives (RPO). RTO defines the amount of time it 

takes for a system to become available after a failure, while RPO defines the point in time to which data 

must be restored or the amount of data loss that is acceptable. 

With no reliance on shared storage, organizations using CCR can expect an average RTO of two minutes 

when a failover occurs, with recovery times of up to four minutes on very large servers. In contrast, RTO 

with SCC can be several days in cases where there are data or storage issues, as shown in Table 1. 

Microsoft Windows Server® 2008 and its associated failover cluster component provide additional 

stability and protection, making failover between cluster nodes even more seamless. 

 Failure Mode SCC + Clone SCC + 
Synchronous 
Replication 

CCR  
(Single Site) 

CCR + SCR 

 
 
 

Recovery Time 
Objective 

(RTO) 

Server Node <5 minutes N/A – use SCC <5 minutes N/A – see CCR 

LUN/Physical 
Corruption 

<1 hour 15 minutes to 
1 hour 

< 5 minutes N/A – see CCR 

Single 
Array/Full 
Storage 

Days <15 minutes <5 minutes N/A – see CCR 

Site Days <15 minutes Days <1 hour 

 
 

Recovery Point 
Objective(RPO) 

Server Node 0 0 Contact, task, 
appointment, 

draft1  

Contact, task, 
appointment, 

draft 

DB LUN 0 0 0 N/A – see CCR 

Log LUN Point in time 0/Point in time Contact, task, 
appointment, 

draft 

Contact, task, 
appointment, 

draft 

                                                           
1
 Because these items do not go through the hub transport server, there is the potential for them to be lost if they 

were generated at the exact time a failure occurred. 

http://support.microsoft.com/kb/895847


Single 
Array/Full 
Storage 

24+ hours 0 Contact, task, 
appointment, 

draft 

Contact, task, 
appointment, 

draft 

Site 24+ hours 0 24+ hours Contact, task, 
appointment, 

draft 
Table 1: RTO and RPO for Clustering Configurations 

Because any service outage will negatively affect users and may impact business relationships with other 

organizations, ensuring that the RTO for your organization is low and can be met by the technology in 

use is imperative. By deploying CCR, organizations provide the best foundation to ensure continuity of 

service. 

Long recovery times have long been the impetus for keeping mailbox sizes small; this practice is no 

longer necessary, as CCR allows organizations to quickly recover from outages. CCR recovery times are 

not related to database size, failover between nodes is quick, and storage issues no longer cause 

extended outages. 

While recovery operations using backups have improved over the years with the introduction of the 

Recovery Storage Group, recovery efforts are no less intensive with an SCC cluster out of the box than 

with standalone Exchange Server 2007 servers. The RPO for SCC clusters is typically 24 hours, versus the 

possible loss of a contact, task, or appointment when using CCR. The recovery efforts also often take 

longer and are more prone to mistakes due to the numerous components involved in SCC deployments. 

Hardware and Storage Considerations 
Exchange-related clustering historically had several limitations intended to simplify implementation and 

eliminate potential compatibility problems. However, ironically these limitations often resulted in the 

deployment of complex, costly clustered servers. For example, one of the hassles inherent in MSCS 

clusters (which generally remains with SCC) is obtaining identical hardware for both cluster nodes—all 

components have to be listed on the Cluster Solution category of the Windows Server Catalog. With 

CCR, there is no need for identical server hardware. And while it is always smart to ensure that each 

server is capable of hosting the necessary number of mailboxes, CCR administrators are able to be more 

flexible about what hardware they use for each node.  

Many organizations feel that they need to implement tier-one storage (such as that provided by an 

expensive SAN) for Exchange Server in order to best serve their users. DAS is often associated with tier-

two storage and thus perceived as a less optimal storage solution, which is not necessarily true. In 

reality, tier-one storage does not necessarily provide the reliability and availability that two instances of 

tier-two storage can.  

Costs 
Because CCR is optimized to run using direct-attached storage (DAS) for its storage needs, there is no 

need for the expensive SAN (and associated products) that many organizations felt had to be used to 

offer a complete solution with SCC. SAN technology is expensive, and requires specialized knowledge to 



install, maintain, and administer, often with the help of a consultant from the SAN manufacturer. 

Implementation and, more importantly, long-term maintenance costs are much lower when using DAS 

instead of a SAN. One of the largest disadvantages when using SCC in conjunction with storage 

replication is the cost, which can be up to 20 times that of a standard CCR implementation. This is due to 

the necessity of using additional hardware and software to support VSS clones on RAID 10, deploying 

synchronous replication solutions, and other add-ons in order for SCC to achieve the same services 

levels and RTO as CCR.  

Capital costs for DAS can be as little as a quarter of the investment required for a SAN. Not only are 

organizations able to save on the hardware costs itself, but also the associated capital and operational 

expenditures are much lower.  

Internally, Microsoft IT found that, by giving control over Exchange storage to their Exchange 

Administrators instead of Storage Administrators, they have been able to reduce internal costs (even 

while deploying additional storage) for managing Exchange Server and can provision additional storage 

to mailboxes without increasing costs. Because storage is often only a quarter of the cost involved, you 

can still double or triple mailbox sizes and still reduce total costs. When researching and implementing 

CCR on DAS, Microsoft IT found they could reduce costs down to ten percent of what they would  spend 

when using SCC on a standard SAN, and down to five percent of what they would spend using SCC on a 

standard SAN with synchronous SAN replication to a remote database copy. For more information on 

how Microsoft IT deployed Exchange Server 2007, see the Microsoft white paper Storage Design for 

Exchange Server 2007: How Microsoft IT Exceeds High Availability Targets with Large Mailboxes at Low 

Costs Based on New Storage Designs. 

By enabling internal Exchange Administrators to manage their own storage and deploy DAS with CCR 

instead of SCC with SAN replication, many of the Storage Administrators’ prior responsibilities are no 

longer necessary. Storage Administrators are freed from allocating and de-allocating storage pools, fibre 

channel zoning, hardware-based VSS integration, data replication management, and balancing the needs 

of Exchange Server versus other applications.  

Not all costs can be viewed in hard dollars and cents. The loss of worker productivity during an extended 

outage due to database corruption on an SCC cluster, either with SAN replication or without, can have 

significant impact on the ability of an organization to do business. Today, many business deals are 

finalized through e-mail, and if users are unable to use the messaging system, vital timelines can be 

missed, causing significant loss for organizations—not only in lost business, but also in lost customer 

confidence. CCR saves organizations money by avoiding a loss of worker productivity.  

Management 
SCC is not the simplest configuration to install or maintain. Instead of using the native Exchange 

management tools, administrators must use numerous tools to achieve the same level of service 

available with CCR. Administrators must use third-party tools to manage VSS clones or database replicas 

when a database fails, and storage management tools to mount alternate database copies when there is 
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a problem such as a storage or power outage. This is much more complex than using the native 

Exchange Management Console (or Exchange Management Shell) to manage CCR.  

With CCR, instead of having to switch back and forth between the Exchange management tools and 

third-party management tools, administrators can complete management tasks by using the native 

Exchange management tools. Additional manageability features were added to Exchange Server 2007 

with the release of Service Pack 1—these include functionality to provide for better proactive 

monitoring of the environment.  

Storage Management 

When a SAN is used for Exchange Server 2007 storage, the resultant solution is often much more 

convoluted than necessary—and when SAN replication is thrown into the mix, the solution gets even 

more complicated. When you combine SCC, SAN management, and SAN replication, the entire solution 

can become extremely difficult to manage and maintain. Even initial deployment can be a challenge, as 

Storage Administrators and Exchange Administrators do not always have the same agendas, and lines of 

communication can easily get crossed, resulting in errors.  

While you do gain additional redundancy by using two SANs to replicate data, you also increase costs 

and complexity. Instead of a simple building-block solution, like that provided by CCR, there are 

numerous moving parts that can fail with a complex SCC and SAN configuration. Problems can happen 

any time: firmware upgrades, network outages, HBA failures, disk or controller issues, and even human 

error can cause prolonged outages that require hours of work to resolve. A SAN is not just disk space; it 

is a complex storage network that requires careful tending. When things go wrong with a SAN, they tend 

to go very wrong.  

The SLA for the SAN should align with the SLA for messaging services. Organizations that rely on SAN 

storage also must rely on the response time in the SLA provided by the SAN vendor. Often, these SLAs 

diverge, with Exchange Administrators needing to have services back up and running within 45 minutes, 

while the SAN vendor promises to respond within four hours. This presents a major problem for 

recovery efforts by Exchange Administrators and can cause internal conflicts. With the longer SLAs for 

SAN systems and than for messaging services, it is often better to have Exchange administrators own the 

storage related to their systems than to rely on other groups for support. 

In addition to the possible technical problems that may arise when using SCC in conjunction with SAN 

replication, another consideration is how well Exchange Server 2007 now works with DAS. Because 

Exchange Server 2007 is a 64-bit application, disk operations are less intensive than in earlier versions. 

Exchange Server 2007 requires many fewer disk IOPS than earlier versions (up to a 75% reduction when 

compared to previous versions) and operates very well with DAS. Furthermore, since Exchange 

Administrators have to manage storage for Exchange Server anyway, managing DAS for the mailbox 

databases and transaction logs is relatively small incremental increase in responsibility and requires the 

same set of skills they already have. Microsoft IT described their experience with DAS as being easy and 

smooth. For example, only the array controller and disk firmware need to be patched for DAS. In 

contrast, there are HBAs, fabric switches, storage controllers, and disk firmware to patch for SAN. 



According to Microsoft IT, DAS has required very little ongoing management and they have described 

their experience as essentially “deploy and forget.”  Although some organizations have already made 

significant investments in SAN technology, they should analyze how they can re-dedicate the SANs they 

already have to the services that require them, instead of wasting this resource on Exchange, which 

does not need it.  

Storage Administrators and Exchange Administrators have very different needs and priorities, and both 

deal with complex issues regularly. Storage Administrators want to get the most out of the available SAN 

storage, and they tend to spend a significant amount of time tweaking settings, reallocating storage, and 

managing capacity. In contrast, experienced Exchange Administrators have found that the best way to 

manage storage for Exchange Server 2007 is to plan for the required capacity, deploy the storage, and 

then leave it alone. Storage needs do not dramatically and continuously shift with e-mail data. 

Exchange Administrators, like Storage Administrators, have very specific knowledge. Exchange 

Administrators are often application-centric, in that their responsibilities lie specifically with messaging 

systems. The storage needs of Exchange Server are unlike those of other systems, and Exchange 

Administrators understand this. Storage Administrators tend to look at storage in generic terms, and 

should not be tasked with understanding the different application-specific needs for I/O, databases, and 

transaction logs. Within Microsoft itself, the Exchange Administrators now manage their own storage 

needs, as Microsoft IT found that communication between the Storage team and the Exchange team 

added additional complexity (and thus cost) to Exchange Server deployments. 

Conclusion 
Exchange Server 2007 is a mission critical application. Organizations rely on the services and data 

Exchange provides, and keeping these highly available is of the utmost importance. Native, application-

specific data replication functionality is the proper solution to meet the needs of these organizations. 

There are several options within Exchange Server 2007 that provide failover and high availability 

services, and among these, CCR provides the most highly available, cost-effective solution to achieve low 

RTO and RPO while reducing costs and complexity. 

SCC offers an incomplete solution; its fatal flaw is the lack of multiple database copies. Although 

multiple servers may be involved in an SCC cluster, if a problem occurs with a mailbox database, there is 

no alternate copy of the database without the use of costly and complicated additional products, 

requiring disaster recovery operations to be performed to restore service to users, and resulting in an 

unacceptable RTO/RPO. 

 CCR is a robust clustering solution that provides true high availability services for organizations. CCR is 

easier to implement, easier to manage and maintain, and provides better availability all at a lower cost, 

while allowing organizations to satisfy the needs of their users by deploying large mailbox quotas.  

 


